How Research Affects Policy: Experimental Evidence from 2,150 Brazilian Municipalities

By Jonas Hjort, Diana Moreira, Gautam Rao, and Juan Francisco Santini

Can research findings change political leaders’ beliefs and policies? We use experiments with 2,150 Brazilian municipalities to measure mayors’ demand for and response to research information. In one experiment, we find that mayors are willing to pay to learn the results of evaluation studies, and update their beliefs when informed of the findings. They value larger-sample studies more, while not distinguishing between studies in rich and poor countries. In a second experiment, we find that informing mayors about research on a simple and effective policy, taxpayer reminder letters, increases the probability the policy is implemented by 10 percentage points. (JEL D72, D78, D83, O17, O18)

Recent decades have seen an explosion of program evaluation research in economics. But how interested in and open to academic research are political leaders? And, insofar as they “consume” research, can and do they act on new findings? These are questions of fundamental importance for the science ecosystem. Despite the money and effort devoted to evaluating policy impact, we have little understanding of whether the conditions necessary for the public to ultimately benefit hold: whether political leaders value such research; whether it changes their beliefs about policy effectiveness; and whether leaders ultimately implement policies that they...

*Hjort: Columbia University, BREAD, CEPR, and NBER (email: hjort@columbia.edu); Moreira: University of California at Davis (email: dsmoreira@ucdavis.edu); Rao: Harvard University, NBER, and BREAD (email: grao@fas.harvard.edu); Santini: Innovations for Poverty Action (email: jsantini@poverty-action.org). Esther Duflo was the coeditor for this article. We thank the mayors and municipal officials who gave us their time; Paulo Ziuikoski, Glademir Aroldi, Gustavo Cezario, Tatiane de Jesus, Jasmim Madueno, Zione Rego, and others at CNM for their enthusiastic collaboration; Lemann Brazil Research Fund at Harvard, the Weiss Family Fund, the Warburg Fund, and a JPAL Governance Initiative Pilot Grant for financial support; Teresita Cruz Vital, Xinyue Lin, Brian Wheaton, Felipe Lima, and especially Devis Angeli and Vinícius Schuabb for excellent research assistance; three anonymous referees, Alberto Alesina, Juliano Assunção, Doug Bernheim, Nicolas Caramp, Stefano DellaVigna, Pascalle Dupas, Benjamin Enke, Bruno Ferman, Claudio Ferraz, Gustavo Gonzaga, Gianmarco León, Joana Naritomi, Muriel Niederle, Rohini Pande, Ricardo Perez-Truglia, Rudi Rocha, Chris Roth and seminar audiences at Columbia, the FGV-EESP, Harvard, PACDEV, PUC-Rio, Stanford, UC Davis, and USC for helpful suggestions. This project underwent ethics review by the Committee on the Use of Human Subjects at Harvard University. The two experiments reported in this paper are registered at the AEA Random Control Trial Registry, numbers AEARCTR-0004274 and AEARCTR-0004273. The initial draft of this paper was part of Juan Santini’s PhD dissertation at PUC-Rio.

†Go to https://doi.org/10.1257/aer.20190830 to visit the article page for additional materials and author disclosure statements.

1For example, more than 2,500 studies have been registered with the American Economic Association’s registry for randomized controlled trials (RCTs) since its launch in May 2013.
otherwise would not have in response to new research findings. In short, is a lack of access to research information a binding constraint on policy choice?

In this paper, we take a first step toward answering these questions by providing evidence from two experiments. We leverage an unusual collaboration with the National Confederation of Municipalities (Confederação Nacional de Municípios, or CNM) in Brazil. We first report results from a beliefs experiment measuring policymakers’ willingness-to-pay (WTP) to learn the findings of rigorous impact evaluations, as well as how such findings affect their beliefs. A total of 764 municipal officials (primarily mayors) from 579 municipalities participated in this first experiment. To estimate the ultimate impact on actual policy adoption, we use a second, larger-scale policy-adoption field experiment with 1,818 Brazilian mayors. A randomly selected treatment group of mayors was invited to attend a research-information session at a large CNM convention. A presenter informed the audience about the findings of a set of RCTs showing positive effects of a taxpayer reminder letter policy on tax compliance. We then measured not just beliefs about policy effectiveness, but the actual use of such reminder letters at the municipality level 15 to 24 months later. In combination, the beliefs and policy-adoption experiments allow us to estimate both the extent to which research findings influence policy if directly provided to political leaders, and the intermediate steps of policymaker demand and belief change that are one pathway through which research may impact policy.

Brazil’s municipalities are an excellent setting to investigate how research affects policy practice for two reasons. First, their political leaders hold a role analogous to that of many countries’ head of state: Brazilian mayors are directly elected and individually wield considerable de jure power over policy choices within the areas that municipalities’ control. Second, there are 5,570 municipalities in Brazil, and our collaboration with CNM gives us direct access to their leadership. CNM is a nonpartisan organization whose membership comprises thousands of municipal governments. It seeks to provide training and technical support to mayors and municipal managers, and advocates for their interests at the federal level. Working with CNM allowed us to carry out experiments at the polity level.

**Beliefs Experiment.**—Our first experiment finds that the political leaders of Brazil’s municipalities exhibit significant personal demand for research and change their beliefs in response to research findings. The policy context for the experiment is Early Childhood Development (ECD) programs, whose impacts on children’s test scores have been estimated in existing research. We make use of four comparable RCTs conducted in different locations and with different sample sizes. Our experiment begins by eliciting beliefs about the likely impact of an ECD program if implemented in the participant’s own municipality. We then present the participant with one randomly selected study, mentioning two study characteristics.

---

2 In Brazil, municipalities control policy areas such as preschool and primary education, and preventative health and sanitation. Over 90 percent of Brazilian municipalities raise tax revenues locally, primarily from property and service taxes, in addition to the federal and state transfers they receive.

3 The studies we use are Grantham-McGregor et al. (1991), Walker et al. (2005), Puma et al. (2010), Schweinhart et al. (2005), Barnett (2011), and Attanasio et al. (2014). These are all high-quality studies of the impact of ECD in, respectively, Jamaica (first two studies), the United States as a whole, Michigan, and Colombia, with varying sample sizes.
sample size). We elicit the participant’s personal WTP to learn the study’s results using an incentive-compatible procedure, and then randomize whether the individual actually receives the result (conditional on their WTP). To deal with selection into receiving the study findings, a subset of participants receive the findings for free. If the results of the study are revealed, we elicit the participant’s posterior beliefs about the likely effect of the policy. We also elicit incentivized beliefs about the likely effect in the contexts where the policy was actually implemented and evaluated. Finally, we offer the participant the opportunity to pay for practical advice on how to implement the ECD program. The entire experiment was self-administered privately by the participant using a tablet.

We find that while participants hold widely varying beliefs about the impact of the ECD policy to begin with, they are willing to pay an arguably fairly high amount (out of an experimental budget) to find out the results of an impact evaluation: about US$36 on average (under certain assumptions to benchmark the experimental currency). The average WTP is higher for studies with a large sample size but not for studies conducted in a location that is closer to Brazil’s income level. Learning the results of an RCT causes officials to update their beliefs about impact: their posterior is a weighted average of their prior and the revealed study’s findings. Consistent with the demand (WTP) findings, policymakers update their beliefs more when they receive large-sample studies, but not when they receive studies conducted in developing countries rather than the United States. While we cannot rule out that these different responses to different studies are in part driven by attributes that participants expect to correlate with sample size and study location, the two study characteristics we explicitly state, 59 percent of the participants who report preferring the large-sample studies in a debriefing survey report statistical precision as a reason.

Our experiment is not designed to test a model of rational learning. Since we do not measure probabilistic beliefs and only provide participants with point estimates from the studies, we do not know how much participants should update their beliefs. We do, however, provide suggestive calculations that policymaker sensitivity to sample size is lower than a Bayesian model would predict. We also document substantial heterogeneity in how much individual policymakers update in response to information, including about one-quarter who do not update at all. Although limited in statistical precision, we find little evidence for two types of motivated reasoning. Specifically, participants on average do not display confirmation bias, they do not interpret information in a way that tends to reinforce their prior and lead to polarization, nor do they respond asymmetrically to good versus bad news regarding the policy (relative to their prior).

Altogether, the findings of our first experiment suggest that on average political leaders value research information and place substantial weight on it, at least once such information is made (easily) accessible. In line with this interpretation, we find that a higher posterior causally increases the policymaker’s WTP for practical information on how to implement the policy. However, important caveats

---

4 WTP is elicited in terms of an experimental currency. Specifically, each participant is endowed with lottery tickets with a chance to win an expenses-paid trip to the United States. They may instead use some of these lottery tickets to purchase access to the findings of the research.

5 Limited by the existing evidence base, we could not offer participants a similar study from Brazil itself. It could well be that participants would be willing to pay more for such a study.
apply. First, the study measures WTP out of the policymaker’s private experimental budget, rather than out of a municipal budget. It thus captures what the policymaker is personally willing to give up to acquire such information, but not whether they would be willing or able to spend out of government budgets, which may have other, higher-value uses or binding restrictions. Second, it only measures very short-run effects on beliefs. Third, the WTP and overall responsiveness to information may be affected by experimenter demand effects, even though the experiment was privately self-administered on a tablet. The following experiment partially addresses these weaknesses by studying actual policy adoption, a higher-stakes and longer-run outcome.

**Policy-Adoption Experiment.**—In our second experiment, we invited a randomly chosen subset of the mayors attending CNM’s 2016 *Novos Gestores* convention in Brasília, the heads of 1,818 municipal governments, to attend an optional research-information session. The policy tool discussed in the session was reminder letters to taxpayers to induce them to comply with taxes. We chose this policy both because its impact is well documented in existing, rigorous research, and because it is inexpensive and easy to implement. During the 45-minute long information session, an experienced local presenter introduced the idea of impact evaluation, described taxpayer reminder letters and their content, and presented research findings from studies on the quantitative impact of such letters on tax compliance. At the end of the session, mayors were provided with a printed policy brief summarizing the information.

Of the randomly invited mayors in the treatment group, 37.9 percent chose to attend the information session. This is arguably a fairly high attendance rate, given that contact information was out-of-date for some mayors, and considering the meaningful opportunity cost: professional networking with other politicians, or attending parallel sessions on other topics which did not emphasize research findings. Younger and college-educated mayors were more likely to attend, while term-limited mayors were no less likely to attend than mayors in their first term.

Attending the research-information session increased the probability that municipalities had implemented taxpayer reminders 15–24 months later by 10 percentage points, or 33 percent relative to the 32 percent of municipalities in the control group which already implemented the policy. There is little evidence of heterogeneity in treatment effects by leader or municipality characteristics; for example, term-limited mayors appear to be equally likely to attend the information session and to adopt reminder letters as mayors who face reelection incentives.

---

6 The sampling frame consists of Brazilian municipalities with populations between 5,000 and 100,000 inhabitants for which the mayor was confirmed to attend the *Novos Gestores* convention. Forty-five percent of all mayoral administrations in Brazil within the relevant population range went to Brasília and thus were part of our sample. There are 881 municipalities in the treatment group and 937 municipalities in the control group.

7 The findings that were presented at the information session were based on the following studies: Coleman (1996); Hasseldine et al. (2007); Del Carpio (2013); Fellner, Sausgruber, and Traxler (2013); Castro and Scartascini (2015); and Hallsworth et al. (2017).

8 We surveyed key bureaucrats in treatment and control municipalities with knowledge of the municipality’s tax policies (typically in the finance department) from February to November 2018, 15–24 months after the *Novos Gestores* convention, to verify whether taxpayer reminder letters were being implemented in the municipality. In 81 percent of the municipalities in the sample, at least one public official was surveyed. There was no differential attrition between treatment and control municipalities.
We interpret the effects on policy adoption as being driven by the provision of research information on policy effectiveness. Consistent with this, we find persistent effects on beliefs about the effectiveness of reminder letters, and evidence that beliefs change not just for the treated mayors, but also among their tax bureaucrats. However, a number of alternative channels and interpretations are important to acknowledge. First, it could be that adoption occurred simply due to learning of the existence of tax reminders. While this is possible, recall that tax reminders are not entirely unknown: one-third of the control group already uses them. Second, it could be that the intervention simply raised the salience of tax compliance as a policy goal, leading to the adoption of an already-known policy of reminder letters. Here, it is worth noting that we do not find any effects on the adoption of another commonly used tax policy, financial incentives for compliance. Third, it could be that some other effective policy was crowded out by the adoption of the reminder letters. We discuss this issue in more detail in Section III, but note that it does not contradict the conclusion that providing research information changed policy. Finally, it could be that a direct policy recommendation from the experimenters would have similar effects, even shorn of any underlying evidence.

The two experiments have similar structures but different strengths. In the policy-adoption experiment, mayors must pay for the information with their time, belief changes are measured over 15–24 months, we capture belief spillovers to local bureaucrats, and actual policy adoption is observed, albeit for a simple and low-cost policy. But this experiment does not shed light on what type of research information is more or less compelling, nor does it allow us to rigorously study belief-updating due to an inability to measure prior beliefs. In contrast, the beliefs experiment studies belief changes over only a matter of minutes. But it allows us to learn that policymakers respond to studies differently based on sample size but not location, and to shed light on heterogeneity in belief updating as well as explore deviations from Bayesian learning. While the magnitudes of effects are difficult to compare between the two complementary studies, the findings are qualitatively consistent. Policymakers are interested in research information; it changes their beliefs; and these changed beliefs can translate into policy change.

Numerous open questions remain. The two experiments studied different policies, which introduces a gap in our argument. Future efforts might measure policymaker beliefs and information-demand across more policy topics, and examine whether information is a binding constraint not just for the adoption of inexpensive and simple policies such as reminder letters, but also for more challenging and expensive (but effective) policies such as ECD programs. Understanding the credibility of different information sources is another important question for research. In this project, a trusted partner organization and researchers from reputed universities (Columbia, Harvard, and PUC-Rio) organized an information session. Other sources through which research information is encountered, such as local think tanks, academics or media sources, may be received differently. This paper also does not capture the numerous less-direct channels through which research may influence policy, such as by gradually changing ways of thinking, influencing donors and other non-state actors, or informing citizens. Finally, if policymakers do value research information and react to it, as we argue, this raises an important question: what prevents them from acquiring such information already? In the absence of direct outreach from
researchers, as in our project, how do policymakers discover and parse research findings? We hope that future work will shed light on these questions.

This paper contributes to and bridges the literatures on state effectiveness on the one hand, and the role of evidence and experts’ beliefs on the other. The former has focused on selection into the state enterprise, and variation in politicians’ and public sector workers’ effectiveness under different incentive schemes. Using a polity-level field experiment somewhat parallel to the management interventions in private firms studied in Bloom et al. (2013), we instead show that information frictions at the top, i.e., heads of government’s lack of knowledge of policies’ effectiveness, directly constrain policy decisions. Our findings make clear that it is not the case, for example, that counterfactual policies’ effectiveness is widely known “on the ground,” nor that political leaders are uninterested in, unconvinced by, or unable to act on new research information. This implies that policy research can help political leaders improve their constituents’ lives.

By starting to unpack how political leaders’ beliefs are shaped, and their consequences, we also advance an emerging body of evidence on belief formation and the role of evidence. While most such research studies beliefs in lay populations to identify systematic biases and heuristics (see Benjamin 2019 for a review), we add to the smaller body of work studying the beliefs of experts such as central bankers (Malmendier, Nagel, and Yan 2017), academics (DellaVigna and Pope 2018), and judges (Chen, Moskowitz, and Shue 2016). In this sense, our study is most closely related to Banuri, Dercon, and Gauri (2019); Nellis et al. (2019); Rogger and Somani (2019); and Vivalt and Coville (2020), who study how the beliefs of policy professionals, program officers, aid-agency workers, and bureaucrats respond to research findings and new data. Like these papers, we document substantial belief updating among policymakers in response to providing objective evidence. Our main contributions relative to those papers are to study heads of government, to shed light on the kinds of studies such policymakers value and place more weight on, to measure demand for such information, and, most importantly, to provide evidence that research evidence actually translates into changes in policies adopted. It also complements recent research showing that citizens do change

9 The literature on state effectiveness often views states as organizations and has focused on frontline public sector workers (see Finan, Olken, and Pande 2017 for a review), bureaucrats (see, e.g., Duflo et al. 2013, 2018; Nath 2015; Khan, Khwaja, and Olken 2016, 2019; Akhtari, Moreira, and Trucco 2018; Bertrand et al. 2020; Best, Hjort, and Szakonyi 2018; Rasul and Rogger 2018, among others), and leaders’ identities (Chattopadhyay and Duflo 2004; Jones and Olken 2005; Besley, Montalvo, and Reynal-Querol 2011; Beaman et al. 2012; Martinez-Bravo 2014; Yao and Zhang 2015; Easterly and Pennings 2017; Martinez-Bravo 2017; Bertrand et al. 2020; Xu 2018). For an overview of the literature on politician motives, see Persson and Tabellini (2002).

10 In this sense the existing study closest to ours is Hoffmann et al. (2017). They carry out an innovative lab-in-the-field incentive-compatible choice experiment in which elected county councilors in Kenya chose among alternative water infrastructure projects. Other influential polity-level natural and field experiments such as Fujiwara and Wantchekon (2013) and Bidwell, Casey, and Glennerster (2020), and related studies in political science, have randomized how electoral campaigns take place across electoral districts or villages and studied the impact on electoral outcomes.

11 Our policy-adoptions experiment builds on the influential information-provision approach pioneered by Jensen (2010) and many related studies (see, among others, Kling et al. 2012, Chetty and Saez 2013, Dizon-Ross 2019). Banuri, Dercon, and Gauri (2019); Nellis et al. (2019); and Vivalt and Coville (2020) study the belief-formation of (mostly UK- and US-based) policy professionals, while Rogger and Somani (2019) study the beliefs of bureaucrats in Ethiopia. Like Vivalt and Coville (2020), we find some evidence of precision-neglect, but unlike them, we do not find evidence of asymmetric responses to positive and negative news. Like Rogger and Somani (2019), we find little heterogeneity in belief-updating by policymaker or municipality characteristics. They emphasize
their policy preferences in response to evidence, even on controversial topics such as immigration (Grigorieff, Roth, and Ubfal 2020; Haaland and Roth 2020).

The rest of the paper proceeds as follows. Section I provides institutional information about Brazilian local governments and our partner organization. Section II presents the design and results from the beliefs experiment. Section III discusses our second intervention, the policy-adoption experiment, and finally we conclude in Section IV.

I. Institutional Background and Context

This section provides relevant background information on municipal governments in Brazil, our partner organization, and the conferences where our experiments were conducted.

A. Brazilian Municipalities

Municipalities are the lowest level of government in Brazil. In total, there are 5,570 municipalities distributed across 26 states. Municipal governments are headed by elected mayors, who appoint secretaries to lead the municipal bureaucracy. Once elected, mayors serve a four-year term and can hold office up to two consecutive terms. Elections are generally considered fair, such that politicians face some electoral accountability.

In Brazil, as in many Latin American countries, provision of services is generally devolved to municipalities, while revenue generation and collection is partially devolved. Municipal governments are responsible for key public services such as education, health, sanitation, and transportation. To cover the costs, municipalities rely in part on intergovernmental transfers. On average, 60 percent of municipalities’ total revenues are transfers from state governments and the federal government. Part of the remainder is locally raised by municipalities themselves. Municipal governments are responsible for collecting local taxes, which represent on average 15 percent of municipal revenues.

In general, municipal governments are highly autonomous. The mayor negotiates the budget allocation with the city councilors and has full autonomy over its execution. The mayor’s office thus holds policymaking authority over a wide range of areas. Our research information experiments will involve two such areas: early-childhood education and locally raised taxes. We describe these two areas in more detail in Sections II and III.

B. Our Partner Organization

This study leveraged a unique opportunity to conduct a series of large-scale experiments with thousands of local political leaders through a partnership with Brazil’s National Confederation of Municipalities (CNM). CNM is a nonpartisan organization that serves as a coordinating body and advocate of Brazilian heterogeneity by organizational management practices, which we are unable to observe. Another related paper is Beynon et al. (2012), which uses an online experiment to study the optimal design of policy briefs.
municipalities’ interests at the state and federal level. Over 80 percent of all Brazilian municipalities are members of CNM. Importantly for our purposes, CNM organizes a variety of conferences and conventions throughout the year, in which thousands of municipal officials from all over the country participate.

These meetings provide an unusual opportunity to reach a large population of political leaders in one place. Meeting attendees comprise mayors, vice-mayors, local legislators, and municipal secretaries. Our beliefs experiment was conducted at two of CNM’s annual national conventions (May 2017 and May 2018) and at 12 regional conferences held in different states (August–December 2017). Our policy-adoption experiment was conducted at CNM’s biggest national conference, called Novos Gestores, which is held every four years in Brasília (October–November 2016). All mayors who were (re)elected in the last municipal election are invited to attend Novos Gestores.

Our research-information interventions were one of the many activities that took place at these meetings. The meetings are each two or three days long, and are structured around different training sessions conducted by CNM staff and other experts, and presentations by various political actors, including regional actors such as the regional associations of municipalities, and public and private municipal suppliers, as well as national ones such as CNM itself, federal government officials, congress representatives, and sometimes the President of Brazil. In addition to attending the presentations, local policymakers use the meetings to network with each other and with state and federal officials. Each national conference brings around 4,000 municipal representatives and 2,000 mayors, while the regional conferences attract around 200 local political leaders, of which approximately 50 are mayors. Thus, our experiments take place in a quite natural setting, where policymakers are used to receiving useful information.

C. Identifying Target Policies

All information we provided to policymakers in the experiments satisfied two main conditions. First, the policies we focused on were directly within the control, familiarity, and broadly stated interest of municipal officials. Second, the information we provided was based on rigorous research, with emphasis on studies that evaluated interventions in Latin American countries.

To identify policy areas of interest to local policymakers, we conducted comprehensive surveys and focus groups with 60 mayors in May 2016. Substantial interest in acquiring research information was reported by mayors, especially on preschool education, preventive health care, and management practices. Mayors were also concerned with budgetary issues, especially considering the fiscal crisis affecting state and local governments in Brazil at the time (Mulas-Granados 2017). Based on mayors’ priorities, we searched for, and systematically reviewed, research studies on Google Scholar, and the websites of J-PAL, IPA, 3ie, World Bank, IADB, and leading policy and research institutions in Brazil such as the repository of papers on IPEA, C-Micro-FGV, and on the websites of leading Brazilian scholars.

13 The 12 regional conferences were held in the following states: Alagoas, Bahia, Ceará, Espírito Santo, Maranhão, Mato Grosso do Sul, Minas Gerais, Paraná, Piauí, Rio Grande do Sul, Santa Catarina, and São Paulo.
We identified a number of promising options, and after consulting with CNM, we decided to build the experimental interventions based on research information on early childhood development programs and on tax reminder letters. These policies were appealing for our purposes because they were evaluated in existing, rigorous research, and the taxpayer reminder letter policy we focus on in the policy-adoption experiment is inexpensive and relatively easy to implement. In addition, the set of studies evaluating the impact of each of the two policies varied in their attributes, allowing us to investigate how study features such as sample size and location affect policymakers’ responses. We chose two distinct policies for the two experiments, since the beliefs experiment was largely conducted in between the intervention and the endline survey of the policy-adoption experiment. Since we did not want to contaminate the policy-adoption experiment, we were forced to choose a new policy topic when the opportunity to conduct the beliefs experiment arose.

How might the policies and research information we provide relate to mayors’ objectives and constraints? The policy tool whose surprising effectiveness we describe in the policy-adoption experiment, tax reminder letters, has the potential to increase municipal revenues, easing the budget constraint that the mayor faces. Reminder letters are themselves a quite inexpensive tool, with a relatively low opportunity cost in terms of municipal resources. There are also good reasons to think that mayors would care about the effectiveness of ECD programs. In addition to any prosocial motivations, there is evidence from Brazil that voters reward or punish mayors based on their performance. For example, voters are less likely to reelect mayors who failed to improve test scores in municipal schools (Firpo, Pieri, and Souza 2017), or those who were exposed as being corrupt (Ferraz and Finan 2008). Mayors also appear to engage in competition with their neighboring municipalities on school performance (Terra and Mattos 2017). Given that mayors have a limited budget, it seems reasonable that information on effectiveness (and therefore cost-effectiveness) could be valuable to mayors.

II. Beliefs Experiment

In this section, we describe an experiment to measure (i) whether Brazilian policymakers demand research information, and (ii) how receiving such information affects their beliefs. The policy area this experiment focused on was Early Childhood Development (ECD) programs, a well-studied topic in social science. We find that policymakers value research on the effect of ECD programs, and update their beliefs substantially in response.

A. Experimental Setting and Sample

We implemented the beliefs experiment with 764 officials from 579 municipalities at 14 CNM meetings across Brazil in 2017 and 2018. The conferences were

14 The meetings comprised two national conferences held in Brasília (May 2017 and 2018), and 12 regional Diálogo Municipalista conferences organized from August to December 2017 in the states of Alagoas, Bahia, Ceará, Espírito Santo, Maranhão, Mato Grosso do Sul, Minas Gerais, Paraná, Piauí, Rio Grande do Sul, Santa Catarina, and São Paulo. In addition, another group of 134 municipal officials from 117 municipalities also completed a survey on the advantages and disadvantages of the different studies used in this experiment.
attended by mayors, vice-mayors, municipal secretaries, and local legislators. We designed a half-hour-long experiment that was privately self-administered by participants using tablets. The experiment was not announced in advance to participants. Instead, research assistants recruited conference participants during breaks in between sessions, as described in the next section. One of the researchers and one research assistant were present throughout to monitor and answer questions.

Almost 50 percent of participants in the experiment were mayors; 26 percent were local legislators; 18 percent were municipal secretaries; and 6 percent were vice-mayors. The geographical distribution of the municipalities represented is shown in Figure 1, and Table 1 displays summary characteristics.15 About 38 percent of represented municipalities have mayors affiliated to a leftist political party, and approximately 20 (78) percent of children aged 0 to 3 (4 to 5) years old in these municipalities attend a preschool educational establishment. A total of 42 percent of participants report that their municipalities have implemented ECD programs.

15Demographic data are available from the Brazilian Statistical Office (IBGE 2016; AtlasBR 2010). Brazil’s Superior Electoral Court provides data on electoral outcomes and mayors’ characteristics (TSE 2012). Data on the education of the public administration were obtained from RAIS (Relação Anual de Informações Sociais), which is collected and annually compiled by the Brazilian Ministry of Labor (RAIS 2012). Data from Base Dos Dados enabled the linking across databases (Carabetta et al. 2020).
We recruited 38 percent of attending mayors, 49 percent of vice-mayors, 35 percent of municipal secretaries, and 41 percent of local legislators. Participation was limited by the number of tablets available and the limited breaks in the conference schedule, but participants may also have selected into the study based on their interest in the participation incentive (lottery tickets), or their interest in education policy. The latter would potentially bias our estimates of demand upward. Online Appendix Table A.1 shows that participating mayors were 7 percentage points more likely to be from leftist parties than nonparticipants, but were otherwise similar on a range of other characteristics.
B. Experimental Design

The structure of the experiment, depicted graphically in Figure 2, was as follows. We began by introducing the ECD policy. Then we elicited participants’ prior beliefs about the effectiveness of the policy, and their willingness-to-pay (WTP) to learn the findings from related impact evaluation research. Next, we revealed the findings, and finally, we elicited participants’ posteriors to assess the extent to which the research findings affected their beliefs. Online Appendix Section B provides the key parts of the experimental script. Below, we describe the experiment in greater detail.

Introductory Stage.—We began with a short survey eliciting demographic and professional information. Next, we described ECD programs, highlighting the key outcomes on which such programs are evaluated (test scores, cognitive skills) and how those outcomes are reported (standardized effect sizes). To ease understanding of the policy and its objectives, we provided illustrative examples of current similar programs in Brazil and presented participants with a few benchmarks for effect sizes, such as the gains in standardized test scores associated with an additional year of high school in Brazil (0.2 SD).
**Eliciting Priors.**—We began the main part of the experiment by eliciting the participant’s prior beliefs. Specifically, we asked what they believed the impact of the policy on cognitive skills was likely to be if it were to be implemented in his/her own municipality.\(^{16}\) Immediately after, we asked a similar question about the expected impact in two other locations. These two other locations were randomly chosen out of four locations where academics have estimated the impact of ECD programs using RCTs. These studies vary in location and sample size. They evaluate comparable ECD programs in Colombia (\(n = 1,420\)) (Attanasio et al. 2014), Jamaica (\(n = 130\)) (Grantham-McGregor et al. 1991; Walker et al. 2005), Michigan (\(n = 123\)) (Schweinhart et al. 2005; Barnett 2011), and across multiple states in the United States (\(n = 4,667\)) (Puma et al. 2010). When the relevant studies were presented to the participant, we highlighted both the study location and sample size.\(^{17}\)

<table>
<thead>
<tr>
<th>Attributes</th>
<th>Small sample</th>
<th>Large sample</th>
</tr>
</thead>
<tbody>
<tr>
<td>Developing country</td>
<td>Jamaica, (n = 130)</td>
<td>Colombia, (n = 1,420)</td>
</tr>
<tr>
<td>Rich country</td>
<td>Michigan, (n = 123)</td>
<td>United States, (n = 4,667)</td>
</tr>
</tbody>
</table>

While we cannot incentivize accurate beliefs about the impact in the participant’s own municipality (since we do not observe the true effect), we randomize incentives to accurately predict the effect in the other two locations (where we can compare the participant’s prediction to the estimates from the research). In practice, we found that the size of the incentives has no effect on priors, WTP, or posteriors, suggesting that participants took the questions seriously even in the absence of incentives, and that making better predictions for the sake of higher payoff *within the experiment* is not an important driver of this paper’s results.

**WTP and Belief Updating: Round 1.**—After the participants reported their priors, we offered them the chance to purchase the findings (i.e., learn the estimated effect size) from one randomly chosen study. The experimental currency in which we elicited WTP consisted of lottery tickets, which also incentivized participation. We initially endowed each participant with 100 such lottery tickets, each with a chance of winning a free trip to visit the United States (typically a visit to Boston, including a tour of the Harvard University campus). Participants could save their lottery tickets for the lucky draw or use some, or all of them, to learn the estimated effect size of the study. Following a Becker-DeGroot-Marschak elicitation procedure (BDM), we measured the participant’s maximum WTP [0 to 100] to find out the results of the relevant study. We then drew a randomized price for the study. If the price was below the participant’s WTP, we revealed the findings and deducted the price from the participant’s stock of lottery tickets.

\(^{16}\)For simplicity and due to limited time with each participant, we elicited only point predictions (about effects on cognitive skills), rather than full probabilistic beliefs. This is an important limitation of the study, which we return to later.

\(^{17}\)We did not use the labels *Developing country* or *Rich country*, nor *Small sample* or *Large sample*. We simply presented the location and the sample size.
To deal with the issue of selection into seeing a study result based on one’s WTP, while maintaining incentive-compatibility in the BDM procedure, the price was drawn from a distribution with high mass at zero. Consequently, 80–90 percent (depending on the conference) of participants received the information regardless of their WTP. Whenever presenting results on belief updating, we also present results for this subsample, which receives the information without selection. This approach also has the advantage that we get to observe belief-updating for most participants.

For those who received the information, we subsequently elicited posterior beliefs about the expected impact of the policy in their own municipality, and in a study location that was not offered for purchase in this round. We do not ask for an updated posterior from participants who do not receive a study’s results. As is standard in lab experiments on belief updating, we assume that beliefs do not change over the matter of minutes in the absence of new information (e.g., see the papers reviewed in Benjamin 2019 or Vivalt and Coville 2020; Mobius et al. 2011; Eil and Rao 2011).

**WTP and Belief Updating: Round 2.**—In the next stage, we presented the participant with a menu of the three studies that were not offered for purchase in round 1, again highlighting each study’s location and sample size. The participant received a fresh budget of 100 lottery tickets and was told that one of the three studies would be randomly offered for purchase. They were asked to report their WTP for each study, to be implemented if that study was randomly chosen for sale. We thus obtained incentive-compatible WTPs for each of the three studies. We revealed the findings of one study following the same procedure as before, and again elicited an updated posterior belief. Having this second round allows us to observe a second instance of belief-updating per participant, increasing statistical power. It also allows us to learn how the weight placed on research information diminishes from the first to the second study on the topic.

C. Results

We interpret the results through the lens of a simplified Bayesian-learning framework. Suppose that policymaker $i$ has a prior belief $S_i^{pr} \sim \mathcal{N}(\mu_i^{pr}, \Sigma_i^{pr})$, where $\mu_i^{pr}$ is the mean of $i$’s prior and $\Sigma_i^{pr}$ is the perceived variance or uncertainty of their prior about the likely effect of the ECD policy if implemented in their municipality. The effect size from the research study can be thought of as a noisy signal $S_i^{l/c} \sim \mathcal{N}(\mu, \Sigma_i^{l/c})$, drawn from a distribution centered around the true value $\mu$, but with variance $\Sigma_i^{l/c}$, where $c$ indexes characteristics of the study, such as its sample size or location. Then, a Bayesian policymaker who wants to have accurate beliefs (to minimize mean squared error) will form a posterior $S_i^{po}$:

$$S_i^{po} = (1 - \pi) S_i^{pr} + \pi S_i^{l/c},$$

This assumes away the possibility that simply being asked a second time would cause a systematic shift in beliefs, for instance due to thinking harder. Under our assumption, the change in belief from prior to posterior is the treatment effect of learning the information.
with the weights \( \pi = \frac{\Sigma r^p}{(\Sigma r^p + \Sigma r^f)} \). That is, a Bayesian learner’s posterior will be a convex combination of their prior and the “signal” (i.e., the effect-size from the study), with weights proportional to the perceived relative precision of each component. While we cannot test the assumptions of this model, particularly the normally distributed probabilistic beliefs, since we only measure point beliefs, this framework provides a useful benchmark for the belief-updating we study.

We can think of the key attributes of the study, location and sample size, as affecting the perceived precision or informativeness of the noisy signal. If participants think that larger-sample studies are more informative (\( \Sigma_{\text{large}}^f < \Sigma_{\text{small}}^f \)), they will place greater weight on the effect size of larger-sample studies while forming their posterior beliefs. Importantly, if policymakers value having accurate beliefs about the effectiveness of ECD policies, their WTP for signals will be higher for the signals which they will ex post weight more strongly in their belief updating.

*Priors about Effect Size.*—We start by analyzing policymakers’ priors about the effectiveness of ECD policies. The average policymaker prior appears sensible, if a bit optimistic. Online Appendix Table A.2 shows that the average policymaker believes that ECD policies are more effective in rich countries (effect size of 0.45–0.50 SD) than in developing countries (effect size of 0.37–0.42 SD). On average, municipal officials believe the effect size in their own municipality (0.42 standard deviations) is very close to the average prior for the developing countries. However, this masks substantial heterogeneity in priors: the standard deviation of priors is 0.22, implying substantial disagreement across policymakers. Since we only elicit point beliefs rather than probabilistic beliefs, we do not have a measure of the uncertainty in each policymaker’s beliefs.

*Willingness-to-Pay for Estimated Effect Size.*—After policymakers reported their priors, we elicited their WTP to learn the research finding of one of the four (randomly assigned) studies. If policymakers value accurate beliefs, WTP should be larger the more informative the signal is perceived to be. We estimate the following equation:

\[
WTP_{ij} = \beta_0 + \beta_1 Developing_{ij} + \beta_2 Large_{ij} + \varepsilon_{ij},
\]

where \( WTP_{ij} \) is the WTP (in terms of lottery tickets) for the research finding of policymaker \( i \) in round \( j \in 1, 2 \) for study \( s \in \) Michigan, United States, Jamaica, Colombia. The variable \( Developing \) equals 1 for studies in Jamaica or Colombia and 0 otherwise; \( Large \) equals 1 for the two large-sample studies (Colombia with \( n = 1,420 \) and United States with \( n = 4,667 \)) and 0 otherwise (Jamaica with \( n = 130 \) and Michigan with \( n = 123 \)). Standard errors are clustered at the individual level.

Table 2 presents the OLS results from specification (1). Column 1 pools the two rounds, while columns 2 and 3 present estimates separately for round 1 and round 2 respectively. We find that policymakers allocate on average 45 lottery tickets (out of

19 Of course, some of this variance in priors may reflect noise in the belief-elicitation process.
the 100 tickets they are endowed with each round) to learn about the effect size of a particular study. While this is a large share of their experimental endowment, it is difficult to interpret the level directly since the currency is lottery tickets, whose subjective value is unobserved. To benchmark the WTP, we calculated a money metric for the experimental currency by offering gift cards from a major retail and online chain (Lojas Americanas, similar to Walmart) for purchase using a similar BDM procedure to a subsample of participants. We found that an additional lottery ticket was exchanged for approximately US$0.80 worth of gift cards. This benchmarking must be interpreted with caution, but suggests that the baseline WTP for the research finding of 45 lottery tickets was equivalent to US$36, between 0.4 percent and 0.9 percent of a mayor’s monthly wage. There is substantial heterogeneity in demand: the standard deviation of WTP is 32 lottery tickets. Yet, 99 percent of participants have strictly positive WTP.20 WTP declines from round 1 to round 2: the second study a policymaker is offered is valued 11 percent less than the first. We next analyze whether demand for research findings varies with the attributes of the research. We find that political leaders are willing to pay about 9 percent more for large-sample size studies than for smaller-sample studies. Thus, policymakers appear to ex ante value the statistical precision of a study. This relationship is stronger in the second round, when studies are offered side-by-side, but the second-round estimate is not statistically different from the first-round estimate (p-value 0.484). In

---

20 Readers might wonder why participants would not simply look up the research themselves. While this may happen to some extent, we believe that unfamiliarity with research-information sources, language barriers, and difficulty interpreting academic writing are all factors that make this strategy difficult for our study participants. Our estimates may be thought of as capturing their WTP for simplified, conveniently presented, bottom-line information.
contrast, and contrary to our priors, we do not find significant differences between
the WTP for research findings from Colombia and Jamaica versus Michigan or
across the United States. This suggests that, on average, Brazilian policymakers do
not consider studies from other developing countries to be more informative, more
externally valid for them, than rich-country studies.

We report participant and municipality-level correlates of WTP in online
Appendix Table A.3. Only 3 characteristics out of 20 are significantly associated
with WTP in this exploratory analysis: whether the participant is male, whether their
municipality has previously implemented an ECD policy, and whether they reported
having previously heard about such policies despite not having implemented
them. Through the lens of the framework, the latter correlations are not inevitable:
policymakers with more past experience with a policy might have a more precise
prior, and therefore not value additional information. Instead, we find that it is pre-
cisely the policymakers who implement and spend municipal resources on ECD
programs who have the highest WTP for related research information. Presumably,
this is because having accurate beliefs about such programs is more valuable to
them. Term-limited mayors and those with a higher margin of electoral victory
(who presumably face less electoral competition), in contrast, do not have higher WTP
for research information.

**Belief Updating.**—Having established that political leaders value research find-
ings, and pay more for larger-sample studies, we turn to whether and how they actu-
ally update their beliefs upon learning research findings. Note that if policymakers
purchase information purely to use it to persuade others, for instance, they might not
update their own beliefs upon receiving the information.

Following the Bayesian framework, we estimate the following equation:

\[
\text{Posterior}_{ij} = \beta_1 \text{Prior}_{ij} + \beta_2 \text{Signal}_{ij} + \epsilon_{ij},
\]

where \(\text{Posterior}_{ij}\) is policymaker \(i\)’s updated belief about the likely effect in their
own municipality after learning the effect size from study \(\text{Signal}_{ij}\) of study \(s\) in
round \(j\). Posteriors after round 1 serve as priors for round 2, and standard errors are
clustered at the individual level.

Table 3 presents the OLS estimates of specification (2). Column 1 pools the two
rounds, while columns 2 and 3 present estimates separately for round 1 and round 2,
respectively. Consistent with the framework on average, \(\hat{\beta}_1\) and \(\hat{\beta}_2\) are both posi-
tive and statistically significant, and sum up to approximately 1. Participants place
about two-thirds weight on their prior and one-third on the study finding on average,
and do not simply accept or repeat back the research finding. This finding perhaps
reduces concerns about experimenter demand effects. They place similar weight on
the study finding when forming beliefs about their own municipality, compared to
beliefs about an alternative location (column 4 versus column 2). They place more
weight on their prior in the second round, when it already incorporates the finding of
the first study they received. Put differently, the weight placed on a study’s findings
falls by 30 percent from the first to the second study a policymaker learns about.
As described previously, by design, 80–90 percent of participants are assigned a
zero price and receive the research information regardless of their WTP. Column 5
restricts attention to these observations, and finds very similar results as in the full sample.\textsuperscript{21}

Under the assumption that beliefs do not change absent any new information, we can also report the effect of receiving each study. In round 1, the average posteriors after receiving each study are 0.49 (Michigan), 0.51 (Jamaica), 0.37 (Colombia), and 0.35 (United States). Compared to the average prior in each case, this implies treatment effects of +0.075 for Michigan, +0.096 for Jamaica, −0.034 for Colombia, and −0.073 for the large-sample US study respectively.

Online Appendix Tables A.5 and A.6 report an exploratory analysis of heterogeneity in belief updating by mayors’ and municipalities’ characteristics. College-educated and leftist mayors place less weight on their priors and more weight on the study finding. Older mayors do the reverse: they update their beliefs less when faced with research information. While mayors who have implemented ECD programs had higher WTP for studies, as described above, they do not update more based on them. Finally, reelection incentives and political competition do not have a systematic relationship with updating. Just as term-limited mayors and those with larger electoral margins of victory did not have lower WTP, they also do not place lower weight on the research findings. Of course, these findings cannot be interpreted causally, and they should be treated as suggestive at best.

\textsuperscript{21} One concern is that the prior may be measured with noise, and that such measurement error will attenuate the coefficient on Prior. We can address this issue by instrumenting for the prior in round 2 using the revealed study in round 1. Online Appendix Table A.4 contrasts the weights on the priors in updating using the OLS specification (column 4) and a 2SLS specification where the prior is instrumented (column 5). The coefficients on Prior are very similar, suggesting that the attenuation bias problem is not severe in practice.
In order to test whether participants update more based on large-sample or developing-country studies, we estimate

\[
Posterior_{ij} = \beta_1 Prior_{ij} + \beta_2 Signal_{ij} \\
+ \beta_3 Developing_{ij} \times Prior_{ij} + \beta_4 Developing_{ij} \times Signal_{ij} \\
+ \beta_5 Large_{ij} \times Prior_{ij} + \beta_6 Large_{ij} \times Signal_{ij} + \epsilon_{ij},
\]

where \textit{Large}_{ij} and \textit{Developing}_{ij} are defined as in equation (1). Under the framework, if an individual perceives a study to be more informative, they will place more weight on the signal from that study and correspondingly less weight on their prior. Therefore, to test whether participants perceive (say) large-sample studies to be more informative, we can test whether \(\beta_5 < 0\) and \(\beta_6 > 0\), or instead (a weaker test) whether \(\beta_6 - \beta_5 > 0\).

Table 4 presents the OLS results of specification (3). Again, column 1 pools the two rounds, while columns 2 and 3 present estimates separately for each round. We find consistent evidence that participants place greater weight on signals from large-sample studies, but not on signals from developing-country studies. This lines up with the findings on WTP, and confirms that these policymakers find larger-sample studies to be more informative, but do not consider studies from developing and rich countries to be differentially informative. The greater weight placed on large-sample studies is evident also in round 1, when one study is presented in isolation. The pattern of results holds up, and indeed is slightly strengthened, when we restrict attention to cases where the price drawn was zero in column 5.

Figure 3 depicts the observed belief updating using binned scatter plots. The y-axis plots the size and direction of updating \((Posterior - Prior)\) for a given news shock due to the signal \((Signal - Prior)\) on the x-axis. Panel A includes all instances of updating, pooling across studies and rounds, and adds a linear OLS fit. A few points are noteworthy. First, the relationship does appear to be linear, in line with the Bayesian model and our empirical specification in (2). Second, there is no evidence of asymmetric (optimistic) updating, which would show up as a kink at the origin with a steeper slope to the right of zero. The other panels in turn depict updating separately for large- and small-sample studies (panel B) and for rich- and developing-country studies (panel C). The stronger updating response to large-sample studies is evident, as is the similar average response to rich and developing-country studies.

Figure 4 plots the histogram of the belief-updating responses. Specifically, for each instance of updating, we calculate \(\pi = (Posterior - Prior) / (Signal - Prior)\) and then average these responses within each individual. The figure reveals substantial heterogeneity in the weight placed on the research findings. Twenty-eight percent of policymakers appear to ignore the study result and do not update their beliefs at all \((\pi = 0)\). Forty-three percent of policymakers have updating weights strictly between 0 and 1. Fifteen percent update in the wrong direction \((\pi < 0)\).

\[22\] Online Appendix Figure A.1 presents the corresponding figures separately by study.
while 13 percent overreact ($\pi > 1$). This distribution appears quite similar to that found in Vivalt and Coville (2020), who present participants at a World Bank impact evaluation workshop with a hypothetical study in a belief-updating exercise. They also find a substantial share of participants who do not update ($\pi = 0$), and about 55 percent of participants displaying ($0 \leq \pi \leq 1$). The average updating weight in our sample, about 0.37 in the first round, is also comparable to the median weight of 0.5 found by Vivalt and Coville (2020).

What explains the approximately one-quarter of participants who do not respond to the information? One possibility is simply inattention or effort-minimization by participants. However, attention checks ensured that participants at least briefly registered the study findings, and participants were required to actively report a posterior during each belief elicitation. The interpretation through the lens of the model would instead be that these policymakers have very confident priors, and therefore think that research is uninformative. This is possible, but is at least somewhat inconsistent with 99 percent of participants having a positive WTP for study results.

<table>
<thead>
<tr>
<th>Table 4—Beliefs Experiment: Belief Updating: Weight Placed on Large-Sample and Developing-Country Studies</th>
</tr>
</thead>
<tbody>
<tr>
<td><strong>LHS variable</strong></td>
</tr>
<tr>
<td></td>
</tr>
<tr>
<td>Prior</td>
</tr>
<tr>
<td></td>
</tr>
<tr>
<td>Signal</td>
</tr>
<tr>
<td></td>
</tr>
<tr>
<td>Prior × developing</td>
</tr>
<tr>
<td></td>
</tr>
<tr>
<td>Signal × developing</td>
</tr>
<tr>
<td></td>
</tr>
<tr>
<td>Prior × large</td>
</tr>
<tr>
<td></td>
</tr>
<tr>
<td>Signal × large</td>
</tr>
<tr>
<td></td>
</tr>
<tr>
<td>Observations</td>
</tr>
<tr>
<td>Round</td>
</tr>
<tr>
<td>Belief about Municipality</td>
</tr>
<tr>
<td>Received study for free</td>
</tr>
<tr>
<td>Clusters (individuals)</td>
</tr>
<tr>
<td>p-value prior × developing = signal × developing</td>
</tr>
<tr>
<td></td>
</tr>
</tbody>
</table>

Notes: OLS results. The dependent variables are posterior beliefs, which are declared after successfully buying the results from a study in each round. Prior is the belief of the respondent about the effect, right before buying a study. Signal is the bought study’s effect size. When dealing with a second update in posteriors, the first update is treated as a prior. Developing is a dummy which is equal to 1 for Jamaica and Colombia, 0 otherwise. Large is a dummy which is equal to 1 for Colombia and United States, 0 otherwise. In the rows below the coefficients, Beliefs about specifies which location the beliefs are elicited for, either the respondent’s own municipality (columns 1, 2, 3, and 5) or one of the four possible study locations (column 4). Received study for free indicates whether participant received the information regardless of their WTP. Difference in clusters between columns 2, 3, and 4 is due in part to a different experimental design of last CNM conference, in which only one study was offered for purchase. Robust standard errors clustered at the individual level are in parentheses.
Another possible factor is rounding issues in belief measurement in our experiment. Beliefs could only be reported at intervals of 0.1 SD. Thus, underlying belief updates from, for example, 0.46 to 0.54 will appear to involve no update at all, if both are rounded to 0.5. These rounding issues can also inflate the share who appear to over-react, since updating from 0.44 to 0.46 may be measured as an update of 0.1. This is a major caveat to the interpretation of the individual-level updating distribution.23

23 There is at least one other factor that may explain updating in the wrong direction or overreaction. Participants may consider different studies to not just be more or less noisy signals, but also to have some known bias, e.g., thinking that programs in the US are better implemented, such that one should subtract some fixed number from the effect size, or conversely thinking that effects in developing countries will be larger since they are further away from

---

**Figure 3. Beliefs Experiment: Belief Updating**

**Notes:** Comparison between the difference in respondent’s perceptions after buying a study (i.e., posterior beliefs minus prior beliefs) and the difference in respondent’s perceptions before buying a study (i.e., signal minus prior beliefs), averaged over bins of rounds 1 and 2. Prior is the belief of the respondent about the effect, right before buying a study. Signal is the bought study’s effect size. When dealing with a second update in posteriors, the first update is treated as a prior. Panel A shows statistics for full sample. Panels B and C compare statistics between large- versus small-sample studies (controlling for the location attribute of the study) and between developing-versus rich-country studies (controlling for the sample size attribute of the study), respectively. Large- (Small-)sample studies include Colombia and United States (Jamaica and Michigan); while Developing- (Rich-)country studies include Colombia and Jamaica (Michigan and United States). The slope and robust standard errors clustered at the individual level are based on a linear regression with a constant term.
This concern is likely to matter less when measuring average responses across many participants, which most of our analysis focuses on. Nonetheless, online Appendix Table A.4 provides the belief-updating regressions while consecutively dropping participants who never update \( (\pi = 0) \), or excluding those with \( \pi \leq 0 \) or \( \pi \geq 1 \).

One natural question is whether the patterns of belief updating we observe are quantitatively sensible and in line with rational Bayesian updating on average. Since we do not measure the precision of beliefs or provide participants with the precision of the signal, we cannot calculate how much a Bayesian should update. Therefore, we cannot say with confidence whether the extent of updating is about right, or instead too much or too little on average. Nor do we judge whether it is appropriate for policymakers to place equal weight on results from rich and developing countries. Our results along these lines are purely descriptions of how policymakers do update.

However, with additional assumptions, it is possible to shed some light on a related question: is the response to sample size in line with a Bayesian model? Let us first consider the updating weights placed on the different kinds of studies. Suppose that priors, signals, and posteriors are all normal, and that the precision of signals depends only on sample size. Then one can show that, for a Bayesian, the ratio of the updating weights placed on two studies \( j \) and \( k \) should be the efficient frontier. Then, seeing a US result slightly greater than one’s prior regarding one’s own municipality could actually cause one to update in the opposite direction.
closely related to their sample sizes: $\Pi_j/\Pi_k = n_j/n_k$, where $\Pi_i \equiv \pi_i/(1 - \pi_i)$ is the ratio of the optimal weights placed on the signal and the prior and $n_i$ denotes the sample size of study $i$.\(^{24}\) To compare this to the actual empirical weights, we can calculate the average weight placed on the signal for each study by estimating (2) separately by study (in round 1, and normalizing the weights on the prior and signal to sum to one). Comparing the two developing-country studies, we find that $\Pi_{\text{Colombia}}/\Pi_{\text{Jamaica}} = 1.8 < 10.9 = n_{\text{Colombia}}/n_{\text{Jamaica}}$. This implies that the weight placed on the larger-sample Colombia study relative to the smaller-sample Jamaica study is less than what Bayesian learning would justify.

We find a similar qualitative pattern in the case of the two rich-country studies: $\Pi_{\text{US}}/\Pi_{\text{Michigan}} = 5.4 < 37.9 = n_{\text{US}}/n_{\text{Michigan}}$. In both cases, policymakers underreact to variation in sample sizes relative to a Bayesian. It is important to emphasize that we cannot say whether this is because too little weight is placed on the large-sample study, or too much on the small-sample study, or both.\(^{25}\) Our finding is consistent with an extensive literature on sample-size neglect (Kahneman and Tversky 1972, Griffin and Tversky 1992, Benjamin 2019) and with Vivaldi and Coville (2020), who find that policymakers underreact to the size of confidence intervals.

Next, consider the difference in WTP between the large and small-sample studies. Is this quantitatively justified by the subsequent differences in updating weights? Suppose WTP is proportional to the expected reduction in the policymaker’s mean-squared prediction error. Then, one can show that $WTP_s \propto \pi_s \Sigma^p$. For a Bayesian, we should therefore have $WTP_{\text{large}}/WTP_{\text{small}} = \pi_{\text{large}}/\pi_{\text{small}}$. Empirically, comparing the large-sample and small-sample studies (again normalizing the weights on prior and signal), we have $WTP_{\text{large}}/WTP_{\text{small}} = 1.09 < 1.53 = \pi_{\text{large}}/\pi_{\text{small}}$. Thus, while policymakers’ WTP does respond to sample size, the sensitivity of WTP to sample size is lower than that justified by the sensitivity of belief updating (which itself may be too low, as described above). Again, we cannot say whether this is because the WTP for the large-sample studies is too small, or instead because the WTP for small-sample studies is too high. For instance, it could be that the baseline WTP is inflated because it captures not just concern for the informativeness of the study, but also some experimenter demand effects or just confusion.

**Caveats, Confounds, and Qualifications.**—While we interpret the differences in WTP and belief-updating across sample size and study location as the direct effect of these two characteristics, both could be correlated in policymakers’ minds with omitted variables such as the quality of the research, the scale of implementation of the program, etc. To shed light on this, we conducted a debriefing survey with a

---

\(^{24}\) The steps in the argument are as follows. The ratio of the variance of the signals coming from two studies $j$ and $k$ is $\Sigma^j/\Sigma^k = n_k/n_j$, where $n$ denotes sample size. Recall that the optimal weight placed by a Bayesian on a signal from study $j$ is $\pi_j = \Sigma^p/\Sigma^p + \Sigma^s$. Rearranging, we get that $\Sigma^p = \Pi_j \Sigma^s$, where we have defined $\Pi_j \equiv \pi_j/(1 - \pi_j)$. Since the priors are the same across studies due to randomization, it must be that $\Pi_j/\Pi_k = \Sigma^s/\Sigma^s$. Since $\Sigma^s/\Sigma^s = n_j/n_k$, it follows that $\Pi_j/\Pi_k = n_j/n_k$. The empirical analogues for this expression are restricted to updating in round 1, when randomization ensures that priors are the same on average.

\(^{25}\) There is another way in which the observed updating clearly departs from the Bayesian learning framework: large-sample studies lead to an increase in weight placed on the signal but the reduction in weight placed on the prior is not equal and opposite but is instead smaller, as shown in Table 4.
subset of the sample \((n = 294)\). We find that 59 percent of policymakers who preferred large-sample studies chose statistical precision as the reason. Intriguingly, a smaller share also reported preferring larger-sample studies because they are more likely to have evaluated programs implemented at scale (23 percent) and by the government (15 percent). In the case of study location, the survey results are more mixed: while individuals who preferred studies from Colombia or Jamaica reported their lower standard of living and similar state capacity as reasons, a substantial share also reported preferring the US studies, and listed a higher standard of living and similar state capacity as reasons. One interpretation is that some policymakers in Brazil may see their municipalities as closer to developing countries, while others may see themselves as closer to rich countries.

One glaring weakness is that we only consider studies from three countries. What we interpret as a “rich-country effect” could instead be a “USA effect”; Brazilian policymakers might not value research from other rich countries. Similarly, it could be that they would place much greater weight on evidence from Brazil, and consider it much more relevant than findings from Colombia or Jamaica. We were limited in our ability to explore these questions due to a lack of comparable studies from more countries, including Brazil.

The results on belief updating (but not WTP) have another potential confound in interpretation: the two larger-sample studies in practice estimated smaller effect sizes. This is a feature in the four studies we use, and also more generally documented in the ECD literature (Barnett 2011). What if participants simply update more (in proportional terms) in response to small effect sizes, say due to concerns about greater publication bias in small studies, or because large effect sizes seem implausible? We have some unplanned variation which may shed light on this concern: in 6 of the 14 conferences where the experiment was conducted, we reported a different (smaller) effect-size for certain studies. Specifically, for the small-sample studies alone, we reported the estimated effect sizes at a much longer time horizon (without flagging this discrepancy), which resulted in a smaller effect size. Online Appendix Table A.7 tests whether the larger weight on large-sample study signals is less pronounced in those conferences. Consistent with our initial interpretation, the weight placed on sample size does not vary significantly across these conferences.

**WTP for Implementation Information.**—But does access to research lead to more effective policies being adopted? At the very end of the beliefs experiment, participants were given the chance to purchase practical information on how to implement ECD policies, using a fresh budget of lottery tickets. We interpret WTP for such advice as a revealed-preference proxy for interest in implementing the policy. Since we experimentally vary bundles of study attributes provided, effect size, developing country context, and large sample, and found that these affect posteriors, we can use these attributes as instruments for participants’ posterior beliefs. Online Appendix Table A.8 shows the results. We find that more positive beliefs about ECD programs, shaped through learning about research findings, causally increase WTP for implementation information. This provides clean, experimental evidence on the effect of research information on demand for policy implementation via changed beliefs.
D. Tests of Motivated Reasoning

In this section, we test for specific forms of motivated reasoning in belief updating: asymmetric updating and confirmation bias.26

Confirmation Bias and Asymmetric Updating.—Confirmation bias is the tendency to acquire and interpret information in a way that confirms one’s preexisting beliefs (Nickerson 1998). This phenomenon has been studied in a number of settings, and debates exist as to its prevalence and importance in causing polarization and making individuals immune to evidence (see, e.g., Lord, Ross, and Lepper 1979; Kuhn and Lao 1996; Nyhan and Reifler 2010; Wood and Porter 2019). It is natural to therefore ask if political leaders and other policymakers exhibit confirmation bias when faced with evidence from research on policy effectiveness. Do policymakers who start off with more positive beliefs about a particular policy underreact to negative (disconfirming) information about that policy relative to positive (confirming) information? And do policymakers with negative priors do the reverse? Alternatively, do policymakers systematically respond more to positive information relative to negative information, thereby ending up overoptimistic about policies, as argued by Vivalt and Coville (2020)? We test these hypotheses by estimating equations of the form:

\[
Posterior_{ij} = \beta_1 Prior_{ij} + \beta_2 (Signal_{ij} - Prior_{ij}) + \beta_3 (Signal_{ij} - Prior_{ij}) \times \text{PositiveSurprise}_{ij} + \varepsilon_{ij},
\]

where \( \text{PositiveSurprise}_{ij} = 1 \{ Signal_{ij} - Prior_{ij} > 0 \} \) is a dummy equal to 1 when the revealed effect-size from the study is larger than the participant’s prior, and 0 otherwise. Note, \( \beta_3 > 0 \) implies that participants place more weight on positive news than on negative news, while \( \beta_3 < 0 \) would imply placing more weight on negative news than on positive news.27

Table 5 reports the results. Column 1 shows that, on average, policymakers do not react asymmetrically to positive news relative to negative news. But this comparison may be confounded: the two large-sample studies find smaller effects, and are therefore more likely to lead to negative news. If large-sample studies are given greater weight in updating (as we showed previously), this would tend to counteract any tendency to under-weight bad news. Columns 2 and 3 therefore test for asymmetric updating separately for the large-sample and small-sample studies. The point estimates again do not indicate substantial asymmetric updating, unlike in Vivalt and Coville (2020), although the estimate for large-sample studies in particular is quite imprecise. Column 4 tests for confirmation bias. To do so, we define a variable \( \text{ConfirmingNews} \) equal to 1 if an individual with an above-median prior receives

26 It is worth noting that we will test for evidence consistent with such motivated belief-updating. However, similar empirical patterns could also be generated by Bayesian learners with non-Gaussian priors. Since we largely find null effects, we conclude that we do not observe evidence for motivated reasoning.

27 See also Vivalt and Coville (2020). An alternative way to set up the estimating equation would be as in equation (3), interacting the prior and signal separately with \( \text{PositiveSurprise} \). We choose to instead include the \( \text{Signal} - \text{Posterior} \) term and its single interaction with \( \text{PositiveSurprise} \) for ease of exposition and interpretation.
a (still more) positive signal or if an individual with a below-median prior receives a (still more) negative signal, and 0 otherwise. The coefficient on the ConfirmandNews variable is negative, implying the opposite of confirmation bias. Altogether, we find no evidence for confirmation bias or asymmetric updating on average when policymakers are presented with research evidence on policy effectiveness.

E. Beliefs Experiment: Discussion

We have two main findings from the beliefs experiment. First, political leaders in Brazil value learning about research on policy effectiveness. Second, they also change their beliefs when confronted with evidence from research: they place substantial weight on the new information. They place more weight on larger-sample studies, but not on developing-country studies. While attending to sample size indicates a degree of sophistication, we provide suggestive calculations that the sensitivity to sample size is lower than expected from a Bayesian learner.

The experiment has some clear weaknesses. We contrast the effects of a limited number of studies from only three countries. The WTP measure is rather artificial, and comes out of the policymaker’s private budget, rather than the likely more-relevant municipal budget, which may have other higher-value uses. We establish effects on beliefs only over a very short period of time and cannot speak to whether the effects

---

Table 5—Beliefs Experiment: Testing for Asymmetric Updating and Confirmation Bias

<table>
<thead>
<tr>
<th>LHS variable</th>
<th>(1)</th>
<th>(2)</th>
<th>(3)</th>
<th>(4)</th>
</tr>
</thead>
<tbody>
<tr>
<td>Study characteristic</td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Prior</td>
<td>0.9957</td>
<td>1.2310</td>
<td>0.9508</td>
<td>1.0165</td>
</tr>
<tr>
<td></td>
<td>(0.0217)</td>
<td>(0.0572)</td>
<td>(0.0236)</td>
<td>(0.0150)</td>
</tr>
<tr>
<td>Signal − prior</td>
<td>0.3075</td>
<td>0.6476</td>
<td>0.2429</td>
<td>0.3406</td>
</tr>
<tr>
<td></td>
<td>(0.0499)</td>
<td>(0.1003)</td>
<td>(0.0937)</td>
<td>(0.0235)</td>
</tr>
<tr>
<td>Signal − prior × positive surprise</td>
<td>0.0193</td>
<td>0.1166</td>
<td>0.0999</td>
<td></td>
</tr>
<tr>
<td></td>
<td>(0.0659)</td>
<td>(0.2089)</td>
<td>(0.1077)</td>
<td></td>
</tr>
<tr>
<td>Signal − prior × confirming news</td>
<td></td>
<td></td>
<td></td>
<td>−0.1179</td>
</tr>
<tr>
<td></td>
<td></td>
<td></td>
<td></td>
<td>(0.0573)</td>
</tr>
<tr>
<td>Observations</td>
<td>1,131</td>
<td>582</td>
<td>549</td>
<td>1,131</td>
</tr>
<tr>
<td>Round</td>
<td>1 and 2</td>
<td>1 and 2</td>
<td>1 and 2</td>
<td>1 and 2</td>
</tr>
<tr>
<td>Beliefs about</td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Received study for free</td>
<td>Yes</td>
<td>Yes</td>
<td>Yes</td>
<td>Yes</td>
</tr>
<tr>
<td>Clusters (individuals)</td>
<td>731</td>
<td>513</td>
<td>484</td>
<td>731</td>
</tr>
</tbody>
</table>

Notes: OLS results. The dependent variables are posterior beliefs, which are declared after successfully buying the results from a study in each round. Study characteristic indicates the sample of studies used in the model (large-sample studies: Colombia and United States; small-sample studies: Michigan and Jamaica; or all studies: Colombia, Jamaica, Michigan, and United States). Prior is the belief of the respondent about the effect, right before buying a study. Signal is the bought study’s effect size. When dealing with a second update in posteriors, the first update is treated as a prior. Positive surprise is a dummy which is equal to 1 if the bought study’s effect is greater than the respondent’s prior about the effect. Confirming news is a dummy which is equal to 1 if the respondent’s prior about the effect was above the median (or below the median) and the bought study’s effect is greater (smaller) than the respondent’s prior, 0 otherwise. In the rows below the coefficients, Beliefs about specifies which location the beliefs are elicited for, either the respondent’s own municipality or one of the four possible study locations. Received study for free indicates whether participant received the information regardless of their WTP. Robust standard errors clustered at the individual level are in parentheses.
persist. The experiment may also generate demand effects, with participants feeling some social pressure to place weight on the study results (although they completed the experiment privately on a tablet, rather than face-to-face with an experimenter). The policy-adoption experiment described in the next section, in contrast, provides evidence of longer-lasting changes in beliefs and measures effects on actual municipal policy.

III. Policy-Adoption Experiment

In this section, we describe a nationwide field experiment to test whether supplying the heads of local governments with evidence from policy-effectiveness research influences the policies implemented in their polities. We show that informing Brazilian mayors about the effectiveness of a policy to increase tax compliance causally affects not just beliefs, but also adoption of the policy one to two years later.

A. Background: Taxpayer Reminder Letters

The essence of our policy-adoption experiment is to inform a treatment group of mayors about the existing research evidence on a particular policy that has been shown to increase tax compliance: reminder letters to taxpayers.

We chose this particular policy for three reasons. First, increasing tax compliance is important to mayors: they reported considerable interest in increasing tax revenues in our focus groups and scoping surveys. Over 90 percent of Brazilian municipalities raise taxes locally and enforcement of municipal taxes is under the control of municipal governments. Like in most developing countries, taxpayer compliance is a challenge in Brazil. A prominent think tank estimates that at least 20 percent of taxpayers do not comply with property taxes, for instance (De Cesare and Smolka 2004).

Second, the effectiveness of reminder letters has been rigorously evaluated in multiple RCTs, including two in Latin America (Coleman 1996; Hasseldine et al. 2007; Del Carpio 2013; Fellner, Sausgruber, and Traxler 2013; Castro and Scartascini 2015; Hallsworth et al. 2017). Such interventions have been found to be surprisingly effective. For instance, Del Carpio (2013) finds that simple reminder letters increased tax compliance in Peru by 10 percent, while letters that additionally included social-norm language by emphasizing that most people pay their taxes on time increased compliance by 20 percent.

Third, reminder letters are inexpensive and relatively easy to implement, while not being obviously politically sensitive. On the one hand, this means that the policy we chose is likely positively selected in terms of the potential for changes in policymaker beliefs to translate into policy change. On the other hand, we expect that reminder letters are likely an effective policy tool in part because they are low-cost and easy to implement.

Reminder letters to taxpayers are uncommon but far from unheard of in Brazil. In our endline survey for this experiment, 32 percent of control municipalities reported using some form of reminder messages to taxpayers. This sometimes involved sending letters, but also included other communication channels such as text messages, flyers, and media advertising.
B. Experimental Setting

The policy-adoption experiment was conducted at a large CNM convention, the *Novos Gestores* meeting, for recently elected and reelected mayors in October–November 2016. The convention is held every four years to train mayors who are about to start their four-year term the following January. Mayors can attend multiple training sessions led by CNM expert staff on topics ranging from municipal financial planning and budgets to public policy areas, such as urban development, education, health, and tourism. Multiple sessions run in parallel throughout the conference, except for a limited number of plenary sessions. The conference itself ran in stages, with mayors from different regions attending on different days due to capacity constraints. Each mayor attended for two days.

The sample frame for the experiment was mayors attending the convention who represented municipalities with populations between 5,000 and 100,000. The total sample consists of 1,818 municipalities, which represents 45 percent of all municipalities in that population range. [Figure 5](#) shows the spatial distribution of the sample municipalities.
Table 6 provides descriptive statistics on the sample of mayors and municipalities for the policy-adoption experiment. We see, for example, that almost 90 percent of the mayors are men; about 60 percent have at least a bachelor degree; and 16 percent are in their second and last term in office.28 The average municipality in the sample has a population of about 21,000 residents.

C. Experimental Design

Mayors attending the conference were randomized into treatment \((n = 881)\) and control \((n = 937)\) groups.29 All mayors were free to attend any of CNM’s regular

28 This low share of mayors in their second term is explained, in part, by the political crisis Brazil was going through at the time of the most recent municipal elections (2016), which led to a decrease in the proportion of incumbent politicians winning reelection.

29 The randomization was stratified on the mayor’s education level, whether the mayor was term-limited, the average education level among public employees in the municipality, and the municipality’s population size, Gini.
Novos Gestores training sessions, but only mayors in the treatment group were invited, by email and text message, to attend our research-information sessions. The session was advertised as being on the topic of how to increase local tax revenues, and was framed as a training session organized by CNM as well as researchers at Columbia and Harvard Universities. Since participation was optional, our experiment should be thought of as having an encouragement design. Table 6 shows that the treatment and control groups are largely balanced on mayor’s characteristics as well as municipal characteristics.

The information sessions lasted 45 minutes and were led by an experienced local instructor, without foreign researchers present. The instructor began by introducing and defining policy impact, cost-effectiveness, and impact evaluation research. She then provided a description of taxpayer reminder letters, including presenting an example template. Next, she presented the findings (i.e., the estimated effect sizes) of a set of rigorous studies evaluating the impact of taxpayer reminder letters. A list of reminder letter characteristics found to be effective in inducing taxpayers to pay their taxes on time (stating the tax payment deadline; mentioning the possibility of fines and audits for not paying taxes on time; and stating that most people pay their taxes on time) was emphasized, and effect sizes were provided where possible.

The information presented was simplified and the presentation was concise. We avoided jargon and regression tables. The 30-minute presentation was followed by 15 minutes for questions from the audience. At the end of the session, mayors received a professionally produced policy brief with the same information content as the presentation, including references to the cited papers.

The session was offered three to four times during each stage of the conference. Treated mayors could therefore choose to attend when their opportunity cost of time was lowest. Judging from our (unsystematic) field observations, it appeared that the most common counterfactual to attending our information session was networking with other mayors. For other mayors, the opportunity cost was instead attending one of the other simultaneous sessions at the conference. Half of our sessions clashed with a plenary session which taught mayors about municipal finances and budgets and emphasized proper financial planning and fiscal responsibility. The other half clashed with slots during which mayors could have drop-in office hours with the partner organization, or could instead attend a variety of parallel sessions, each of which were themselves offered twice during each stage. We did not clash with other plenary sessions designed around public policy (social policies, urban development policies, and economic policies). No other session at the conference emphasized research information or impact evaluation.

To summarize, attending our information sessions came at the expense of some combination of professional networking, training on municipal budgeting and
finances, or sessions on a variety of topics not including impact evaluation, research evidence or economic, social or urban development policies. While our treatment induces greater policy adoption of tax reminder letters, as we will show, it may come at a cost in terms of reduced professional networking or worse knowledge or performance on a diffuse range of outcomes we do not observe. This does not change our conclusion, however, that providing research information did lead to a change in policy.

D. Data

To measure how the research information provision affected political leaders’ beliefs and ultimate policy adoption, we conducted in-depth phone surveys of relevant municipal officials from treatment and control municipalities 15 to 24 months after the session. We attempted to reach the bureaucrat in charge of implementing tax policy in each municipality, as well as the mayors themselves.\footnote{32 Typically, secretaries of finance are responsible for the tax division in Brazilian municipalities. Nevertheless, we specifically asked municipalities’ telephone attendants to pass the call on to the person in charge of the tax division. Once we were transferred, we confirmed whether the person actually held that position or asked to get the phone number of the person in charge of implementing tax policy.}

The survey was supervised by a research assistant, and conducted by a team of nine surveyors who were blinded to treatment status and the research hypotheses. When the survey ended after 10 months of phone calls, we had successfully interviewed at least one person in 81 percent of our sample of municipalities: 75 percent of the chief tax bureaucrats and 51 percent of the mayors in the sample. We were not able to make any contact with 10 percent of the sample municipalities, due to not being able to locate a working phone number. This share was also balanced across treatment and control groups.\footnote{33 On average, many hours of work were needed before we could talk to the chief tax bureaucrats and mayors over the phone, mainly collecting municipalities’ phone numbers. Not all Brazilian municipalities publish or have updated contact information on their websites, so we collected phone numbers through Google searches, Facebook, by calling other local institutions such as hospitals and schools, etc.} There was no differential attrition between treatment and control groups, and observable characteristics of the successfully contacted municipalities are similar across both groups, as reported in Table 6.

The survey lasted approximately 15 minutes. The key outcomes asked about whether the municipality sends reminders to taxpayers to pay their taxes, and whether the messages feature the characteristics described in the information session and evaluated in the literature: the due date, the possibility of fines or audits, and language regarding the social norm of paying taxes on time. An important secondary outcome measured in the survey was beliefs about policy effectiveness. Specifically, we elicited quantitative beliefs about the likely impact of such a policy, in terms of percent changes in tax compliance, even if the municipality reported not using such reminders. In addition, we asked questions that served as attention and comprehension checks as well as questions about one potential policy substitute to reminder letters (namely financial incentives for tax payers) and placebo questions on which we would expect null effects of the treatment (the use of e-procurement platforms).

In addition to the phone survey, we gathered demographic, electoral, and budgetary data from official sources for all municipalities for which such data are
available.\textsuperscript{34} It is not possible to observe tax compliance itself in the administrative data so our primary outcome is whether municipalities implemented the policy. Since concerns about experimenter demand effects or other reporting biases may arise for reports from mayors, we separately report responses from tax department bureaucrats and mayors.

E. Results

Participation in Information Sessions.—Of the mayors in the treatment group, 37.9 percent chose to attend our session. In contrast, less than 1 percent of control group mayors attended the session. The opportunity costs of attending, forgoing the opportunity to attend other parallel training sessions or conducting meetings with other politicians and officials, were meaningful, although difficult to quantify. Moreover, some mayors did not have accurate contact information stored in the CNM system, and thus did not receive our invitation messages at all. We therefore consider 37.9 percent to be a fairly high rate of treatment group participation.

Online Appendix Table A.9 reports predictors of participation in the research-information session. Younger and college-educated mayors are 7 and 15 percentage points more likely to participate than others, but term-limited mayors are no less likely to participate than mayors in their first term. None of the municipal characteristics, such as poverty rates, inequality, or income per capita, predict participation.

Policy Adoption.—We find that a mayor attending the research-information session leads to about a 10 to 11 percentage point increase in the use of reminder letters to taxpayers, an increase of over 33 percent over the proportion of control group municipalities that had started using such a reminder policy at some point in the past. Table 7 presents Treatment-on-Treated (ToT) estimates, using randomized treatment status as an instrument for participation in the information session.\textsuperscript{35} The outcome variable is a dummy equal to 1 if the respondent reports that the carefully described policy is used in their municipality and 0 otherwise. Standard errors are clustered at the municipality level. In Column 1, the ToT coefficient is 10.3 percentage points (SE 5.3 percentage points), compared to a base of 31.7 percentage points in the control group. Column 2 drops respondents who failed an attention check, leaving the coefficient largely unchanged.\textsuperscript{36} Most importantly, the point estimates are very similar if we restrict attention to responses from mayors (column 3) or tax department officials (column 4). Given that we have little concern about tax department officials misreporting details of tax compliance policies differentially between treatment and

\textsuperscript{34} See data sources for demographic and electoral data in footnote 15. Budgetary data were retrieved from the National Treasury, which compiles and releases self-reported accounting records from all Brazilian municipalities every year (FINBRA 2010–2012, 2013–2015).

\textsuperscript{35} One possible violation of the exclusion restriction in the IV estimates is that treatment-group mayors who did not attend an information session were later emailed a link to the policy brief. Relatively few of these links were clicked on, but it is likely that at least some additional treatment-group mayors read the brief without attending a session. Online Appendix Table A.11 therefore presents intent-to-treat estimates.

\textsuperscript{36} The attention check was: “The tax reminders sent informed taxpayers that the Brazilian constitution was reformed in 1988.” Since we consider this exceedingly unlikely as text for a tax reminder, we infer that respondents who answer “yes” to this question are simply not paying attention or following the questions.
Online Appendix Tables A.12 and A.13 report an exploratory analysis of heterogeneity in treatment effects on policy adoption by mayoral and municipal characteristics. No clear evidence of heterogeneity emerges, partly due to limited statistical power. Only one of fourteen tests (heterogeneity by income inequality) is significant at the 10 percent level, with more unequal municipalities responding less to the treatment. Term-limited mayors are not substantially less likely to adopt reminder letters. The point estimates suggest that mayors of above median age and suggest that mayors of above-median age and victory margins are less likely to adopt reminder letters, while leftist mayors are more likely to adopt, but none of these estimates are statistically significant even without correcting for multiple hypotheses testing. Online Appendix Table A.14 reports effects separately for the different design components of taxpayer reminder letters, and shows that the effects are fairly similar on the probability of using letters emphasizing the due date, mentioning the threat of audits/penalties, and mentioning social norm language, although the latter is a larger effect in relative terms, since it is particularly unlikely to be used in the control municipalities. Finally, online Appendix Table A.15 reports no effects on a placebo question (the use of e-procurement in municipal government), and reports no effects on the use of financial incentives for compliance with taxes, a common policy which might conceivably have been seen as a substitute for the reminder-letters policy.

Beliefs.—We also measured beliefs about the effectiveness of reminder letters, which, especially given the evidence presented in Section II, is a plausible mechanism through which the ultimate impact on policy adoption may arise. We asked respondents about the likely effect of the policy in their municipality, whether or

---

**Table 7—Policy-Adoption Experiment: Policy Adoption: Tax Reminders**

<table>
<thead>
<tr>
<th>LHS variable</th>
<th>Adopted 1</th>
<th>Adopted 2</th>
<th>Adopted 3</th>
<th>Adopted 4</th>
</tr>
</thead>
<tbody>
<tr>
<td>Information session</td>
<td>0.1031</td>
<td>0.0934</td>
<td>0.1125</td>
<td>0.1028</td>
</tr>
<tr>
<td>Observations</td>
<td>2.271</td>
<td>2.055</td>
<td>913</td>
<td>1,358</td>
</tr>
<tr>
<td>Respondent</td>
<td>All</td>
<td>All</td>
<td>Mayor</td>
<td>Finance staff</td>
</tr>
<tr>
<td>Drops inattentive</td>
<td>No</td>
<td>Yes</td>
<td>No</td>
<td>No</td>
</tr>
<tr>
<td>Clusters (municipalities)</td>
<td>1,465</td>
<td>1,413</td>
<td>913</td>
<td>1,358</td>
</tr>
<tr>
<td>Mean control</td>
<td>0.317</td>
<td>0.298</td>
<td>0.367</td>
<td>0.283</td>
</tr>
</tbody>
</table>

Notes: 2SLS results. The dependent variable is a dummy which is equal to 1 if respondent says the policy was adopted in municipality, 0 otherwise. Information session is a dummy which is equal to 1 if the municipality’s mayor attended the information session about tax reminders, 0 otherwise. This last variable is instrumented with treatment assignment. In the rows below the coefficients, Drops inattentive refers to whether respondents who failed the survey attention check component of the reminders policy are excluded from the model, where the attention check was “The tax reminders sent informed taxpayers that the Brazilian constitution was reformed in 1988.” Robust standard errors clustered at the municipality level are in parentheses.

---

37 Online Appendix Table A.10 reports estimates which include controls. Once again, the point estimates are almost identical.
not the policy was currently implemented. We compare their stated beliefs with
the main estimated effect size of 12 percent shared with participating mayors in
the research-information session and policy briefs provided. Unlike in our beliefs
experiment, it was not possible to provide benchmarks and comprehension checks
during the short phone survey, so the measures must necessarily be treated with some
cautions. Panel A of Table 8 shows that attending the information session, instru-
mented using treatment assignment, increased the “accuracy” of beliefs even 15–24
months after treatment. Specifically, the absolute deviation of beliefs from the effect
size mentioned in the research-information session is 20 percent lower than in the
control group. Comparing columns 3 and 4 reveals that beliefs became more accu-
rate not just among mayors, but also among tax-department bureaucrats, implying
information-flow within the municipal government. This was perhaps made easier
by providing the participating mayors with shareable policy briefs.

Panel B of Table 8 instead estimates the effect of belief accuracy on policy adop-
tion, now instrumenting for belief accuracy using treatment assignment. Of course,
this requires making the debatable assumption that the treatment only affects adoption
through beliefs. The estimates imply that increasing belief accuracy by 1 percentage
point (i.e., reducing the absolute deviation by 1 pp on a base of about 7 pp) increases
adoption by 8 percentage points (SE 5 pp). Of course, the effects may operate also
through other channels such confidence, salience, etc., as discussed below. These magnitudes must therefore be treated as descriptive. It is also worth noting that the relevant beliefs were presumably those at the time of the policy-adoption decision, which we do not observe.38

F. Policy-Adoption Experiment: Discussion

This experiment has one simple but important result: when political leaders in Brazil are provided information from research on the impact of a cost-effective policy, they change the actual policies in use in their polities. This implies that, consistent with the findings from our beliefs experiment, policymakers are open to new evidence; care about policy effectiveness; and have at least some capacity and desire to translate evidence into policy change.

Some caveats to this interpretation are worth noting. First, we cannot rule out that the estimated effects are driven in part by mayors simply learning of the existence of taxpayer reminder policies, rather than due to the quantitative estimates of their impact from research. As noted above, however, taxpayer reminder policies are far from unknown in Brazil, with about one-third of municipalities already using some form of such reminders. We also found evidence of more accurate beliefs in the treatment group, although we cannot rule out that effects would have been similar had we simply provided a policy recommendation stripped of any evidence. Second, we considered a policy that is inexpensive and relatively easy to implement. Other effective policies may have higher up-front costs, be more technically demanding, or be more politically sensitive, in which case changing beliefs about effectiveness may not as readily translate into policy change. Third, we estimate the effect of providing research information in a particular context: an information session designed by researchers at reputed foreign universities, at a conference organized by a trusted local organization. Research findings received from other sources, such as local think tanks, academics, or media sources, may be differently received. Similarly, policymakers seeking to unearth relevant research information themselves may have difficulty finding and interpreting relevant and high-quality information. On the other hand, our policy adoption experiment also does not capture the numerous, less direct channels through which research may ultimately influence policy practice.

IV. Conclusion

Policy is important for economic development. What role can policy-effectiveness research play in spurring the spread of effective policies and the abandonment of ineffective ones? One possibility is that lack of (access to) research information is not a binding constraint on policy choice, for example because political leaders are self-interested and electoral competitive pressures too weak to motivate the effort required to change policy, or because leaders have limited real power over the policies in use. Alternatively, frictions may constrain political leaders’ access to existing research.

38 Online Appendix Table A.16 reports estimates which include controls, with very similar results.
In this paper, we investigate how informing political leaders about research findings affects policy beliefs and practice. Using experiments with the elected heads of Brazil’s local governments, mayors, we first show that political leaders value access to impact evaluations, and update their beliefs when informed of the research findings. Mayors (and other local policymakers in our sample) appear to be fairly sophisticated consumers of accessible research, for example paying more for studies, such as those with a large sample size, that subsequently affect their beliefs more. In the second half of the paper, we show that providing mayors with research findings documenting positive impact of an inexpensive and easy-to-implement policy increases the probability that their municipality implements the policy by 10 percentage points. Making research information directly and easily available to policymakers therefore appears to influence policy. This suggests that information frictions may play an important role in explaining failures to adopt policies which have been proven to be effective.

It is arguably surprising that such information frictions persist. After all, even if political leaders themselves do not read academic journals, information frictions should generate incentives for actors interested in enhancing social welfare to access academic research and connect policy research with practice to eliminate these frictions. Empirically, the reach of think tanks and other organizations that institutionalize and scale up transmission of research findings to political leaders still appears limited in developing countries. Moreover, policymakers might face the problem of information overload, with numerous motivated actors attempting to persuade them by providing them with selective pieces of evidence and information. We hope that future research will expand our understanding of how research’s impact on policy practice can be better understood and enhanced.

REFERENCES


Mulas-Granados, Carlos. 2017. “How to Fix the Fiscal Crisis in Brazil’s States.” International Monetary Fund.


Mulas-Granados, Carlos. 2017. “How to Fix the Fiscal Crisis in Brazil’s States.” International Monetary Fund.


